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Abstract. The deep structure of an information system comprises those properties
that manifest the meaning of the real-world systemn the information system is
intended to model. In this paper we describe three models we have developed of
information systems’ deep-structure properties, The first, the representational
model, proposes a set of constructs that enable the ontological expressiveness of
grammars used to model information systems (such as the entity-relationship
modeil) lo be evalualed. The second, the slate-tracking model, proposes four
requiremenits that information systems must salisfy if they are 1o faithfully track the
real-world system they are intended to model. The third, the good-decomposition
model, proposes three necessary conditions that information systems must meet if
they are to be well decomposed. The three models provide a theoretically based,
structured way of evaluating grammars that are used to analyse, design and
implement information systems and scripts that have been generated using these
grammars to describe specific information systems.
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While the computer field has helped to popularize the word ‘systems’ and the concept of
systems, it is ironic that information systems developers have not developed formal
mechanisms to understand systems and the interrelationships among system components.
Software engineering researchers have been unable to provide effective guidance to practi-
tioners regarding the orocess of system definition and its concornitant implementation of
functional elements.

Computer Science and Technology Board (1990, p. 283)
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INTRODUCTION

For some time we have been attempting to build formal models of information systems.” Our
purposes are twofold. First, we seek to understand and predict certain aspects of the structure
and behaviour of ‘good" information systems. In particular, we are focusing on those properties
that an information system must possess if it is to manifest the meaning of the real-world system
it is intended to mode!. Second, we seek to understand and predict the characteristics of ‘good’
information systems grammars (the sets of rules used to generate scripts that describe
information systems).

In this paper we provide an overview and synthesis of our work. First we articulate a particular
view of information systems that forms the basis of and motivates the nature of the formal
models we have developed. Next we describe two important premises that underlie our formal
models. We then provide a brief description of the formal models. To show their potential power,
we sketch some research resuits we have obtained already and then show how the modeis can
be applied to evaluate Chen’s (1976) entity-relationship model. Finally, we discuss some future
research directions and present some brief conclusions.

SCOPE OF OUR MODELS

Our formal models are not intended to account for alf phenomena associated with information
systems. Clearly this task would be impossible to accomplish. In the following two subsections,
therefore, we define the restricted scope of our models (Fig. 1).

Figure 1. The domain of the models

* Unless we state otherwise, throughout this paper we focus on artifactual (human-mada) information systems rather than
naturat information systems (e.g., human sensory systems). As an aside, we argue that much of our analysis applies to
both artifactual and natural information systems.
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internal Phenomena

The first way in which we restrict the scope of our models is to partition information systems
phenomena, based upon two views. One treats the information system as a black box that
delivers particular services to an organization, affects the lives of its users in particular ways,
and evokes certain types of managerial concerns. This perspective might be called the extenal
view. Researchers who adopt this perspective would be interested in phanomena such as the
processes stakeholders use to define their information requirements, the formal and informal
power shifts that occur among users when an organization implements an information system,
and the ways in which an organization might use an information system to obtain competitive
advantage.

The other perspective takes the requirements that an information system is intended to fulfil
as given. It is concerned with the characteristics that information systems must have if they are
to fulfil these requirements. This perspective might be called the intemal view. Researchers who
adopt this perspective would be interested in phenomena such as how well different screen
interfaces might meet user needs, how data and processes should be structured to provide the
required system functionality and what types of hardware platform will meet required response
times.

In our models, we focus only on the intemal view. Specifically, when building our formal
modeis, we proceed using the following perspective:

An information system is an object that can be studied in its own right, independently of the
way it is developed and depioyed in its organizational and social context.

In other words, in our models we are not concemed with the way an information system is
managed in organizations, nor with the characteristics of its users, nor with the way itis used,
nor with the impact it has on such factors as the quality of working life or the distribution of power
in organizations. Instead, we are concemed only with information systems as independent
artefacts that are built to achieve certain requirements. This view is not intended to denigrate the
importance of organizationat and social issues to the successful development, implementation,
and use of information systems. Rather, we propose that advantages accrue from decoupling
the study of issues relating to the externai view of information systems from issues relating to
the internal view of information systems (Simon, 1981; Weber, 1987).”

Deep structure phenomena

To further restrict the scope of our models, we next distinguish between three sets of char-
acteristics of the information systems object. The first set manifests the way the system appears
to its users. Hence, we call it the surface structure of the information system. For exampie, the

* Note, however, that Ahituv (1987) proposes a formal model that is intended to traverse the external and internal views of
an information system.
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type of interactive dialogue and the format of reports used in an information system are surface-
structure characteristics.

The second set manifests the meaning of the real-world system the information system is
intended to model. Hence, following linguistic traditions (Chomsky, 1965), we call it the deep
structure of the information system. For example, the rules embodied in an accounting system
that indicate how transactions are to be posted to ledgers reflect deep-structure characteristics.
These rules indicate how the wealth of certain organizations and individuals in the real world
alters as contracts in an economy are exchanged and executed.

The third set manifests the nature and form of the technology used to implement the system.
Hence we call it the physical structure of the information system. For example, the way in which
data in the system is assigned to a mass-storage device or the communications protocol chosen
for message transmission in the system are physical-structure characteristics.

in our formal models, we focus only on the deep-structure characteristics of an information
system. We choose this stance for several reasons. First, if information systems are to fulfil the
requirements established for them, they must correctly embed the meaning of someone’ or
some group's perception of the real-world system that the information system has been built to
model. Note, however, that we are not seeking to address the deep issue of whether the view of
reality modelled by the information system reflects objective reality or socially constructed
reality. We take the real-world view as given, however it is derived. Moreover, we are not
seeking to address the issue of whether the real-world view is ‘good’ from the extemal
perspective of the information system. The view may reflect some manager's impoverished
perspective on the world, or it may represent a compromise view that satisfies no one.* We
simply take the real-world view as given and undertake a study of deep-structure properties in
an attempt to identify the necessary conditions that information systems must satisfy if they are
to encapsulate the meaning embodied in the real-world view. Unless we understand these
conditions, we have little hope of building good information systems even when the require-
ments articulated for the information system are, according to someone’s criteria (external
view), deemed to be ‘good'.

Second, we believe good deep structures provide inherent stability to information systems in
the face of change. Humans often expend large amounts of effort to develop their views of the
world. They change these views only when they invoke significant stress or conflict (Kuhn,
1970). Providing the deep structure of an information system is a faithful representation of these
views, it is therefore likely to be stable (Podger, 1979). The surface-structure and physical-
structure properties of an information system must inevitably be medified, however, when social
circumstances or technologies change. Moreover, they can often be changed without changing
the deep structure of the information system. For example, the user interface may be modified
or the system implemented on a new machine with no effect on the meaning of the information
processing carried out by the system (Benbasat & Wand, 1984; Linton et al, 1989).

Third, research on the deep-structure properties of information systems has been much

* We recognize that many organizational and social difficulties may arise when formuiating the requirements for an
information system (Boland, t987; Hirschheim & Kiein, 1989).
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neglected. Most research in the information-systems discipline has focused on management
and deployment issues and the surface-structure properties of information systems (Culnan,
1986). Most research in the computer science discipline has focused on the physical-structure
properties of information systems. The major exceptions have been research on information
systems methodologies (e.g. Bubenko, 1986) and database semantic modelling (e.g. Hull &
King, 1987). These latter two types of research have refocused on building improved infor-
mation-systems representations of real-world systems, primarily by attempting to better elicit
the meaning that information systems users ascribe to real-world systems.

In summary, we view the core of information systems design as ensuring the deep structure of
information systems refiects the meaning of the real-world systems they are intended to model.
Accordingly, we assess the ‘goodness’ of information systems in terms of how well they embody
the meaning of the real-world systems they supposedly represent. Cleary, this notion of
goodness is limited. 1t ignores the significant impact that surface-structure and physical-
structure properties might have on an information system’s effectiveness and efficiency. None
the less, by decoupling the study of deep-structure properties from surface-structure and
physical-structure properties, we believe better insights into the overall nature of information
systems effectiveness will be obtained.

THE UNDERLYING PREMISES

Our formal models are motivated by two premises that reflect our view of an information system
and its relationship to the real-world system it is intended to model. The first manifests our belief
that an information system is a physical-symbol system that can convey meaning about the
world:

The Physical-Symbol System Premise: A physical-symbol system possesses sufficient
properties for it to be able to represent real-world meaning.

Note that this premise is an adaptation of Newell & Simon's (1976) physical-symbol system
hypothesis. Whereas Newell and Simon hypothesize that a physical-symbol system has the
necessary and sufficient properties for intelligent action, we adopt a weaker hypothesis relating
only to real-world meaning.* In essence, we betieve humans are endowed with the ability to
extract meaning from symbols. Surely this is the foundation for any symbol system — for
example, spoken language or mathematics. An information system is simply a type of symbol
system, and the symbols incorporated within the system as well as the manipulation of those
symbols are capable of conveying meaning (Stamper, 1987, Pearson & Slamecka, 1983).

* Newsll (1980), Fetzer (1988), Winograd & Flores (1986) and Penrose (1 889) discuss some of the deep philosophical
issues that arise from the physical-symbol system hypothesis. For a debate on soma Iimplications of the hypethesis see
Searle (1990) and Churchland & Churchiand (1990). See also Stamper (1979} for a discussion of the different critesia that
might be used to assess the meaning embodied in information systems.
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The second premise relates to our conception of information systems as providing repre-
sentations of some part of the real world:

The Representation Premise. Information systems provide an artifactual representation of
real-world systems (as perceived by someone).

The representation premise reflects our belief that the primary purpose of information systems
is to model someone’s or some group's view of the states and behavior of real-world systems
(Kent, 1978; Winograd & Flores, 1986: 83-92)." For example, consider an organization's sales
and receivables information system. One real-world system represented by the information
system is a specific customer. The information system represents various states and behavior
of customers — for example, their credit standing (a state) and their desire, at some time, to
obtain goods from the organization, as manifested via an order (an event). Similarly, the
information system represents various states and events pertaining to the organization (another
real-world system) — for example, the organization's current level of inventory and its incurring
an obligation to supply inventory to a customer.

Note, the real-world system represented by the information system may be a concrete
{tangible) system or a conceived system. For example, it may represent the states and events
pertaining to an organization that currently operates within the marketplace or an organization
that exists only in some manager's mind. Conceived systemns are often the stuff of simulations
and decision support systems.

THE FORMAL MODELS

Based on our two premises, we have developed three formal models that can be used 1o
describe and predict the impact of deep-structure phenomena. In this section we provide briet
intuitive explanations of the models. More rigorous expositions are available elsewhere (Wand
& Weber 1989a, 1989b, 1990b, 1993; Paulson & Wand, 1992).

The representational model

Our representational model is based upon the notion that we build an information system by
producing a set of scripts that are generated via grammars. Initially, designers generate scripts
that employ human-oriented symbols — for example, descriptions of things (such as those
represented in entity-relationship diagrams) or descriptions of processes (such as those
represented in data flow diagrams). Later scripts are generated using machine-oriented
grammars. These grammars often integrate the earlier scripts into one or a smaller number of

* One important reason for building information systems is to obviate the need to 'observe’ the real-world system directly to
determine its states and the events it undergoes. Direct observation of the real-worid sysiem can be costly.
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Figure 2. A transformational model of information systems analysis, design and implementation

scripts. Each script is progressively transformed into a new script until one is produced that can
be read, interpreted, and executed by a machine (Fig. 2)."

in our representational model, we provide a basis for evaluating information systems analysis
and design grammars in terms of their ability to generate scripts that are good representations of
the real world. We enunciate two evaluation criteria. First, a grammar is deemed complete if it
contains constructs that enable it to model any real-world phenomenon. We have relied on and
extended a particular ontology proposed by Bunge (1977, 1979) to identify the set of real-world
constructs that grammars must be able to model (Wand & Weber, 1988, 1990a). We have
chosen to work with Bunge's ontology because it deals directly with concepts relevant to the
information systems and computer science domains (e.g. systems, subsystems and couplings).
Moreover, Bunge’s ontology is better developed and better formalized than any others we have
encountered.! Table 1 provides an overview of the ontological constructs we have employed.

Second, a grammar is deemed clear if each of its constructs has a one-to-one correspon-
dence with one of the ontological constructs shown in Table 1. Three situations can arise that
undermine a grammar's ontological clarity:

* For similar views on the nature of information systems analysis, design, and implementation processes, see Computer
Science and Technology Board (1990}, Dasgupta (1989), and Land (1989). This view is very general, and it incorporates
specific views like the traditional waterfall mode! and prototyping. Note, that transformation of a script should not be
confused with lerations on the script at a specific stage o remove errors (see Figure 2). Moreover, sometimes an earlier

script will be modified as part of the error-correction process.
1 Bochenski (1990, p. 99} comments: ‘One great merit of Mario Bunge is surely that he made the study of the system leave

the computer science ghetto, to which is was so often confined, and introduced it into the scienca to which it belongs,
namely to phifosophy.’ Moreover, Agassi (1990, p. 120) concludes 'phitosophy and sclence will never be the same again’
in light of Bunge's ontology.

© 1995 Blackwelt Science Ltd, Information Systems Journal 5, 203-223



Table 1. Ontological constructs in our representational model

Ontological construct

Explanation

Thing™

Properties”

State*

Conceivabie state space

State law

Lawful state space

Event

Event space
Transformation®
Lawful transiormation
Lawiui event space
History

Coupling

System

System composition
System environment

System structure

Subsystem

System decomposition

Level structure

Stable state*

The elementary unit in our ontotogical model. The real world is made up of things. A
composite thing may be made up of other things {composite or primitive)

Things possess properties. A property is modeled via a function that maps the thing into
some value. A property of a cemposite thing that befongs to a component thing is called a
hereditary property. Otherwise it is called an emergent property. A property that is inherently
a property of an individual thing is called an intrinsic property. A property that is meaningful
only in the context of two or more things is called a mutual or relalional property

The vector of values for all property functions of a thing
The set of all states that the thing might ever assume

Restricts the values of the property functions of a thing to a subset that is deemed lawiful
because of natural {aws or human laws

The set of states of a thing that comply with the state laws of the thing. It is usually a proper
subset of the conceivable state space

A change of state of a thing. It is effected via a transformation (see below)
The set of all possible events that can occur in the thing

A mapping from a domain comprising states 10 a codomain comprising slates
Defines which events in a thing are lawful

The set of all events in a thing that are lawfu!

The chronologically ordered states that a thing traverses

A thing acts on another thing if its existence affects the history of the other thing
The two things are said to be coupled or interact

A set of things is a system if, for any bi-pariitioning of the set, couplings exist among things in
the two subsets

The things in the system
Things that are not in the systern but interact with things in the system

The set of couplings that exist among things in the system and things in the environment of
the system

A system whose composition and structure are subsels of the composition and structure ot
another system

A set of subsystems such that every component in the system is either one of the
subsystems in the decomposition or is included in the composition of one of the subsystems
in the decomposition

Defines a partial order over the subsystems in a decomposition to show which subsystems
are components of other subsystems or the system itself

A state in which a thing, subsystem or system will remain unless forced to change by virtue of
the action of a thing in the environment {an external event)
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Table 1. Continued

Onlological construct Explanation

Unstable state A state that will be changed into another state by virtue of the action of transformation in the
system.

Exiernal event An event that arises in a thing, subsystem or system by virtue of the action of some thing in

the environment on the thing, subsystem or system. The beiore-state of an external eventis
always stable. The afier-state may be stable or unstable.

Intemmal event An event that arises in a thing, subsystem, or system by virtue of lawful transformations in the
thing, subsystem, or systemn. The before-state of an internal evenl is always unstable. The

after-state may be stable or unstable

Weil-defined event An event in which the subsequent state can always be predicted given the prior state is
known

Poorly defined event An event in which the subsequent state cannot be predicted given the prior state is known

Class A set of things that possess a common property

Kind A set of things that possess two or more common properties

Nole: * indicates a fundamental ontologicai construct. All other constructs ara derived from these constructs {(see Wand &
Weber, 1990b}.

(1) One grammatical construct may map to two or more ontological constructs. This situation
manifests construct overioad in the grammar. The script interpreter (a person or a machine)
inevitably must employ knowledge obtained outside the grammar to determine which ontolo-
gical construct is being represented by the script.

(2) Two or more grammatical constructs may map to one ontological construct. This situation
manifests construct redundancyin the grammar. Either the grammar provides excessive design
constructs, or the mapping rules (semantics) of the grammar are unclear.

(3) A grammatical construct may not map to any ontological construct. This situation manifests
construct excess in the grammar. In essence, the grammatical construct is a ‘nonsense’
construct in the context of the ontological model.

If a grammar is not ontologically expressive, we predict descriptions of the real-world system
generated using the grammar will be deficient. A grammar that is not ontologicaily complete
lacks the constructs (symbols) needed to convey meaning about some aspect of the real world.
A grammar that lacks ontological clarity has constructs (symbols) that convey ambiguous
meaning abut the real world.

The state-tracking model

If an information system is to provide a good representation of a real-world system, it must
faithfully track changes in the real-worlid system it models. Our state-tracking model specifies
four conditions that we claim an information system must satisfy if faithful state tracking is to
occur. We claim, moreover, that these conditions constitute the necessary and sufficient set.
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The first condition that must hold is the mapping requirement. |t pertains to the structure of
both the real-werld and information systems:

(1) The Mapping Requirement. Each real-world system state must map to at least one
information system state.

If the mapping requirement is satisfied, at least one information system state exists for every
real-world system state. Note, more than one information system state might exist for each real-
world system state because of the way the information system is implemented. For example,
the system may delay processing of transactions to improve update efficiency. One real-world
state may correspond to multiple system states to reflect the variable length of transaction
queues that await processing.

Note also, the mapping may be an into mapping. In other words, not all states in the infor-
mation system may correspond to the real-world system’s states. This situation may reflect
implementation considerations. For example, the information system may have to access
multiple files before it reaches a state that corresponds to the real-world state. Some states in
the sequence of states it traverses to access these files may have no real-world system
correspondence.

The second requirement is the tracking requirement. It relates to the behaviour of the infor-
mation system and stipulates that the information system must replicate real-world system

behaviour:

{2) The Tracking Requirement. When the real-world system changes states, the information
system must be able to change from a state that corresponds to the initial reai-world system
state to a state that corresponds to the subsequent real-world system state.

This requirement implies that a homomorphism exists between state transitions in the real-worid
system and state transitions in the information system. In other words, transformations in the
information system must ensure the information system can change states in congruence with
the state changes occurring in the real-wortd system.

The mapping and tracking requirements are still insufficient, however, to guarantee that the
information system will faithfully represent the real-world system behaviour. The first problem
may be that relevant external (input) events occurring in the real-world system are not trans-
mitted or reported to the information system. Accordingly, we have the external-event
requirement, which pertains to external events — events in a system that reflect the influence of
the environment:

(3) The External-Event Requirement. If an external (input) event occurs in the real-world
system, an event that is a faithful representation of the real-world external event must occur in
the information system.

Consider two cases. The first is where the information system initiates an external event in the
real-world system — for example, the information system activates a production system. In this
situation, an event in the information system has occurred that is a representation of the real-
world external event. No reporting of the external event in the real-world system is needed.
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Consider, however, a case where a salesperson signs a contract with a customer. The sales-
person must report the sale to the information system if, for example, the information system is
to track the states of the customer as one of the real-world systems it represents. The third
requirement ensures, therefore, that the information system ‘knows’ about relevant external
events in the real-world system.

The second problem is that the events in the infermation system which mirror the real-world
system external events may not arise in the same sequence as the real-world system external
events. For example, transactions to be processed by the information system may be cached
and later randomly input to the system. Thus, we have the sequencing requirement.

(4) The Sequencing Requirement. Events in the information system that represent external
events in the real-world system must be ordered in the same way as the real-world system
external events they represent.

The purpose of the sequencing requirement, therefore, is to ensure the information system does
not lose track of the real-world system states because external events are not reported to the
information system in the correct order,

The four state-tracking requirements allow us to carry out two types of evaluations. First, any
~grammar used to describe an information system can be examined to determine whether it
contains components that enable the four requirements to be satisfied. If the grammar does not
provide these components, our model predicts that scripts generated using the grammar will be
defective. Second, a particular script generated viaa grammar to describe an information system
can be evaluated to determine whether it satisfies the four requirements. A grammar may contain
components that enable scripts to be generated which satisty the four requirements; however, a
particular script produced using the grammar still may not satisfy these requirements. In short,
even with good tools, a designer may stili produce defective information systems designs.

The good-decomposition model

Our decomposition model is motivated by the belief that representations which manifest ‘good
decompositions' of the real-world system convey more meaning about the real-wotld system
they modei than representations that are not well decomposed. In our decomposition model we
have sought, therefore, to define the notion of a decomposition precisely and to identify the
characteristics of a good decompaosition (Wand & Weber, 1389¢, 1991).

Our model specifies three conditions that must hold for a decomposition to be good. The first
addresses the notion that the behaviour of subsystems in the decomposition must be
predictable.

(1) Determinism. For a given set of external events at the system level, a decomposition is
good only if for every subsystem (at every level in the level structure of the system) an
event is either (a) a specified external event, or (b} a well-defined intermal event.

The determinisim requirement recognizes that subsystems undergo two types of events. The
first are external events, which manifest the influence of the environment on the subsystem. The
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